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Abstract: This paper addresses some of Sellars's views on conceptual change and revision, 
spread across several books and articles.  It begins with Sellars's distinction between rules of 
criticism and rules of action  I argue that Sellars's distinction here actually sheds light on the 
epistemology of theoretical revision.  Many (if not all) revisions of theoretical commitments can 
be motivated by the force of rules of action that govern the maintenance of our theories.  I offer a 
partial account of this, positing two rules of action. A rule of maximizing explanatory strength 
compels us to refine and revise theories to improve their performance, while a rule of 
conservatism puts boundaries on the acceptable pursuit of those goals.  The dynamic between 
these two guides revision, narrowing the range of acceptable options.  Sellars's conception of the 
roles of analogy and affinity are considered, as well as an elaboration of a Sellarsian point 
about meaning change. 
 
1. Revising Our Commitments.  A funny thing happened somewhere in the middle of the last 
century; everyone changed their minds about changing their minds.  Many of the major figures in 
analytical philosophy turned away from the quest for indubitability that had been the focus of 
epistemology. “Everyone” overstates matters a bit of course, since there were certainly those 
who stuck to various guns on particular issues, but the increasingly pervasive sentiment found its 
best-known manifesto in the Quine’s “Two Dogmas”: 

[I]t becomes folly to seek a boundary between synthetic statements, which 
hold contingently on experience, and analytic statements, which hold 
come what may.  Any statement can be held true, come what may, if we 
make drastic enough adjustments elsewhere in the system… Conversely, 
by the same token, no statement is immune to revision.  (Quine 1953, p. 
43) 

 
Expanding the set of claims that we stuck to, come what may, caused little consternation in the 
philosophical world.  Stubbornness is at least as old as philosophy, so this hardly seemed like 
much of an innovation.  It was the prospect of challenging that which was to be held to be above 
challenge that caused such a stir; Quine himself suggested that the Law of Excluded Middle 
might be a casualty of the revolution in quantum physics. (1953, p. 43) Surely, the Law of Non-
Contradiction would not (and would) be far behind.   

Quine has certainly received the most press for his expression of this idea – let us call it 
revisabilism for now1 – but he was far from alone in expressing it.  Both Kuhn and Popper made 
                                                
1  The position I am describing here obviously relates to fallibilism, as espoused by a number of philosophers, 
including Mark Webb in this volume.  I am introducing this distinction not for the sheer love of making distinctions, 
but because the view I am describing stretches to involve conceptual content, while fallibilism has traditionally been 
formulated as a theory of justification.  One could be a fallibilist while being a Platonist who believes in eternal, 
unchanging meanings waiting to be discovered by our analysis.  Obviously, I think that position is untenable even 
though I accept fallibilism, because I think the epistemic and semantic issues here simply cannot be segregated from 
one another. 
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a vehement case for a pervasive openness to revision in the philosophy of science, albeit with 
very different agendas.  What Quine said of individual statements, Kuhn might separate into 
questions of revision within a theory (normal science) and rejections of whole theories (radical 
science).  Kuhn would stress the systematically rational character of revisions in normal science 
and contrast it with the arational or at least incompletely rational character of complete changes 
of theories or “revolutions,” but the revisabilist strain of his work remains.  Many have 
interpreted Wittgenstein’s holism about language and knowledge in On Certainty as a kind of 
revisabilism as well, and more philosophers now take such an approach than we can reasonably 
recount here.   

One name that does not regularly appear in discussions of this matter is Wilfrid Sellars.  
This is surprising both because of the broad acceptance of his critique of foundationalism and the 
centrality of such a doctrine in his account of empirical knowledge: 

Above all, the [foundationalist] picture is misleading because of its static 
character.  One seems forced to choose between the picture of an elephant 
which rests on a tortoise (What supports the tortoise?) and the picture of a 
great Hegelian serpent of knowledge with its tail in its mouth (Where does 
it begin?).  Neither will do.  For empirical knowledge, like its 
sophisticated extension, science, is rational, not because it has a 
foundation, but because it is a self-correcting enterprise which can put any 
claim in jeopardy, though not all at once.  (Sellars 1997, §38/pp. 78-9) 

 
Aside from the usual reason for Sellars’s absence from discussion – his dense and obtuse writing 
style – he may also be excluded in light of the Kantian strain in his work and subsequent 
endorsements of a reformed category of analytic truths. (Sellars 1963a, 1963b, 1974b, pp250ff)  
If so, his exile is undue.  His twofold distinction demarcates (a) analytic1 claims whose revision 
would be a matter of rejecting a theoretical framework altogether from synthetic1 claims that can 
be revised within that system, from (b) analytic2 claims whose purport to analyticity is a matter 
of the deployment of logical vocabulary.  Quine offers a comparable deflationary account of 
analyticity in Word and Object and elsewhere (1964, pp. 270ff, and 1974, pp. 78-80) and Sellars 
himself stressed that his thoughts on the matter were in keeping with Quine’s: 

That the cluster of inference by virtue of which an expression refers to a 
red triangle as such (or a bachelor as such) are open-textured and variable, 
and need only have a family resemblance from context to context, is the 
truth contained in Quine's attack on the analytic-synthetic distinction. My 
central concern over the years in stressing material rule of inference has 
been not to deny the point Quine is making -- indeed, to a behavioristically 
oriented anti-Platonist, the denial would be foolish -- but rather to insist 
that inference patterns other than those formulated by logical truths are 
essential to meaning and reference. That these extra-logical inference 
patterns do not neatly divide into 'explicit' and 'implicit' definitions, and 
that they trail off into contingent generalizations, are theses that have 
emotional charge only for those who are still fighting the battle of the 
Museum. (Sellars 1977, p.309)  

 
My initial contention here is that Sellars should be considered as a figure in the development of 
this strain of contemporary epistemology.  What we must consider is what distinctive 
contribution he can be said to make to it. 
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So we find ourselves with no shortage of contemporary figures in epistemology who 
stress the importance of the de jure revisability of all (or almost all) of our beliefs and Sellars 
clearly endorses such a line of thought.  Some have seen this as reason to endorse a revived form 
of skepticism in the Cartesian tradition (see Unger 1975), while many others – including the 
authors mentioned here – have seen this as part and parcel of a broad rejection of that tradition.  
In the modes of analysis that gave rise to analytical philosophy, many would see this as cause for 
alarm if not despair.  Without foundational beliefs to anchor us or subsequent certainties to 
assure us, our beliefs become a patchwork of probabilities spinning in a Pyrrhonic void.  Such 
concerns are often overcome rather than refuted; in part, we simply learn to live with greater 
contingency.  More importantly, we come to see justification and the rationality of our beliefs as 
diachronic matters, whereby their epistemic value lies not in their immunity from present and 
future challenges in virtue of some set of intrinsic properties, but rather in their ongoing success 
and centrality in theories and practices that survive and evolve over time.  As part of his critique 
of foundationalism, I see the development and incorporation of this idea as one of Sellars’s most 
significant contributions to contemporary epistemology. 

Much of this is nascent in the pragmatist tradition.  Dewey, inspired by both Darwin and 
Hegel, rejected Descartes’s foundationalism in favor of ongoing inquiry and pragmatic 
engagement, and these themes resonate in the denouement of Quine’s “Two Dogmas.”  
However, these answers also lean towards the purely descriptive in many cases.  Quine’s efforts 
to naturalize epistemology and erase the line between science and philosophy effectively 
psychologize the epistemic process of revision and reduce it to one further array of pattern-
governed behavior.  He emphasized that where such revisions were made, they were driven by 
“pragmatic” considerations.  If by “pragmatic” concerns here we mean nothing more than 
instrumental concerns about the simplicity, economy and efficacy of a theory in achieving its 
assigned tasks, one could hardly deny their importance.  However, one might also feel these 
factors underdetermine an account of the processes by which we deliberate and adopt revisions 
and legitimately expect a more developed account.   

With respect to epistemic matters, Sellars parts ways with many of his fellow 
pragmatists, asserting instead that,  

“[T]he idea that epistemic facts can be analyzed without remainder -- even 
"in principle " -- into non-epistemic facts, whether phenomenological or 
behavioral, public or private, with no matter how lavish a sprinkling of 
subjunctives and hypotheticals is, I believe, a radical mistake.’ (Sellars 
1997, §5/p.19) 

 
The crucial implication here would be that our account of revision must also be a fundamentally 
normative one.  When we revise a theoretical commitment – whether it takes the form of a claim, 
a method or anything else that might come up – legitimate questions arise regarding the 
propriety of such changes.  Such questions may relate to the demand for such a change (is it 
really needed in light of the evidence?) as well as the specific details of the change made (is this 
really the best choice among the many options available to us?).  It would certainly seem suspect 
if working scientists simply chose to revise a theoretical claim, even though the theory sufficed 
for our explanatory purposes and accorded well with observed results.  Such changes would 
prompt dramatic revisions elsewhere in the theory to maintain bare consistency, but there is 
nothing logically illicit about this. 

While robustly normative accounts of epistemology – or anything for that matter – are 
not the most welcome moves in some quarters, I do think that Sellars’s insistence on their place 
in epistemology is especially pertinent here.  Given the enormous number of possible 
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replacements for a commitment to be revised in any given case, as well as the novelty and 
complexity of such cases, some shared sense of what makes for appropriate extensions and 
revisions of theoretical resources is the only hope for anything approximating a rational 
epistemic process.2  In fact, I would argue that the seeds of a more developed account of revision 
are present in Sellars and I will set them out here.  I cannot necessarily claim that this is Sellars’s 
view, since he certainly did not make the argument I am making here in the form that I am 
making it, but I do think that it is a view that grows out of his thinking and one who is drawn to 
certain aspects of his work would be drawn to this as well.  For the time being, I will also focus 
on the revision of empirical claims, particularly those related to the natural sciences.  Other 
bodies of propositional knowledge – moral claims, explicit rules, claims about social kinds, etc. – 
may receive an account generally similar to the one I offer here, though we may need to tailor 
the more motivational aspects of what I will say here to each of these bodies of knowledge.  
Establishing this view will require some detours through a theory of meaning, as one might 
expect, but the first important insight to take from Sellars relates to his views on the nature of 
rule-following in a self-critical fashion. 
2. Rules of Criticism.3  In some sense, all rules compel us.  However, as any good therapist will 
tell you, not all compulsions are the same.  One significant contribution that Sellars has made to 
the pragmatist and analytical traditions has been to expand the idea of rule-following by 
distinguishing two fundamental categories of rules based on what they prescribe and require of 
us.  In “Language as Thought and Communication” (1969), Sellars outlines a distinction between 
rules of action and rules of criticism.  Rules of action, as the name would suggest, prescribe that 
actions be taken in particular sorts of situations.  Thus, they take the form, “If one is in C, one 
ought to do A,” where “C” refers to a state of affairs and “A” refers to some type of action.  
Rules of criticism took as their focus obligations to see that some state of affairs obtains, hence 
the form, “It ought to be the case that B,” where “B” refers to some state of affairs.  Some 
comparison with the categorical and hypothetical imperatives of Kantian ethics is in order, as 
Sellars (1969) acknowledges.  It should also be noted that a rule of criticism implies various 
rules of action and thus agents may establish what actions are required of them by the rule of 
criticism.   

In Sellars’s (1969, p. 508) example, the rule of criticism 
(1)  Clock chimes ought to strike on the quarter hour. 
 

implies, roughly, the rule of action 
(2) (Other things being equal and where possible) one ought to bring it 

about that clock chimes strike on the quarter hour. 
 
If the example seems dated, we can always replace it with a rule about our VCRs not blinking 
“12:00” at us, although that example is quickly becoming dated, too.) The second example (2) 
does not take the form of a conditional statement, though we could easily rewrite it as such to 
emphasize that if clocks are not chiming on the hour, then one ought to correct this. More 
pertinently, Sellars take this as a case of a rule of action because its subjects are agents who are 
assigned responsibilities that invoke “recognitional capacities,” e.g. recognizing clocks and 

                                                
2  As I mentioned earlier, Kuhnians might have their reservations about calling periods of radical science rational at 
all, though that strikes me as a stronger claim than Kuhn’s original argument would reasonably suggest.  In any case, 
acceptance of this claim restricted to the realm of normal science should be far less contentious and I shall have 
more to say about periods of radical science later in this article. 
3 A note of thanks is due to Pedro Amaral, who reminded me in conversation to think about the rules of criticism 
when approaching this topic. 
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chimes, telling time, etc.  The conditional nature of these rules, even if concealed by surface 
grammar, lies in their assigning us obligations if our recognitional capacities tell us that we are in 
some situation.  Rules of criticism are thus rules for states of affairs and rules of action 
presuppose the capacities that belong to rational agents for their satisfaction.  A rule of criticism 
might be satisfied without our involvement or at least without much of our involvement – 
imagine a flawless clock created, set in motion and never adjusted again – but there would 
simply be no satisfaction of rules of action unless there were agents like us to satisfy them.  
Much of the philosophical consideration of rules in the last century has focused on what we are 
calling rules of action here.  They are particularly appetizing to those with strongly naturalistic 
and reductionistic views, since they seem amenable to accounts of conditioning and processing, 
either by symbol manipulation or brute conditioning.  However, it would be a grave error to 
leave rules of criticism out of our account, as they have an indispensable role to play in our 
understanding of our own rationality.   

As their name would suggest, rules of criticism serve a pivotal role in the diachronic self-
critical evaluation and evolution of our practices. As Sellars says: 

Many of the rules of language which are of special interest to the 
epistemologist are ought-to-be’s rather than ought-to-do’s.  For only by 
taking this fact into account is it possible to carry out a program according 
to which (a) linguistic activity is, in a primary sense, conceptual activity; 
(b) linguistic activity is through and through rule-governed. (1969, p. 510) 

 
Much of Sellars concern with rules of criticism there and elsewhere surrounds the underlying 
basis of conceptual activity; we begin by obeying rules of criticism with respect to responses and 
dispositions to respond and subsequently “graduate” to become agents who grasp not only the 
subject matter of those rules, but also grasp ourselves as the subject matter of further rules, i.e. 
rules of action.  Becoming a rational agent involves achieving a level of self-critical capacity 
whereby we can ask whether our practices and actions satisfy the “ought-to-be’s” that guide us 
and adjust our rules of action accordingly.   

A community of speakers who had no rules of action would not yet have taken up the sort 
of reflective engagement on their pragmatic possibilities that we do; they may act in regular 
ways and features of their environment may accord with some set of explicable rules, but they do 
not yet take themselves to be the subject-matter of prescriptions on their own behavior. The rules 
of criticism would serve as a basis for the development of that reflective engagement on 
pragmatic possibilities.  Sellars suggests that becoming a teacher of the language involves 
grasping rules of criticism in such a way that one gets others to be disposed in certain ways, as 
when we first teach children to use a few parts of a language differentially, even though they do 
not yet grasp the full conceptual content of what they do.  Note here that we are not yet getting 
children to take actions in a robust and reflective sense, we are just getting them to be disposed 
to certain sorts of things, hence dealing only with “ought-to-be’s.”  Accordance with a set of 
rules of criticism, notably those involving differential responses to circumstances, serve as the 
initial stage in the development of our conceptual activity.  It would be wrong to construe them 
as an epistemic foundation though, since it is only in developing rules for action and an acumen 
with the inferential role of the words and beliefs involved that any of this actually becomes 
genuine conceptual activity, as Sellars’s critique of foundationalism suggested. 

We should not forget how broad the category of “ought-to-be’s” might be.  Sellars’s 
focus in “Language, Thought and Communication” (1969) was with dispositions that might 
serve the role described above, but as the clock example suggests, the category is in no way 
limited to agents and their psychological and behavioral dispositions, nor even to potential agents 
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and their various states.  Once we acquire the sorts of conceptual capacities to discern, respond, 
plan and invent, we can recognize and involve ourselves with a great many more states-of-affairs 
with a variety of agendas.    What I would suggest here is that there comes a point at which the 
subject of a rule of criticism might be a practice or set of practices itself.  This much should not 
be terribly controversial, since it is essentially an unspoken assumption in a great deal of ethical 
and meta-ethical reasoning.  We are familiar with claims like, “It ought to be the case that social 
practices are just,” which is not yet and not necessarily a claim about the justness of the 
particular actions of particular agents.  Actions may be called just in part because of their general 
permissibility within a set of practices, and those practices may be evaluated, wholly or in part, 
in terms of the consequences that they bring, which are not in themselves actions taken by 
agents.  The practices themselves are the subjects of such judgments.  The crucial move in tying 
all of this back to our original theme of the revision of our commitments lies in seeing that the 
status of our theories and practices may be the subject matter of rules of criticism in various 
ways and critical evaluation of their statuses may entitle us to make the case for particular 
revisions. 

Some rules of criticism in this neighborhood should be familiar enough.  It is hardly 
controversial to assert that, all things being equal, our theories should be as parsimonious as 
possible.  But, we should also guard against both the impulse to impose tidy systematizations of 
the rules of criticism at work here, lest we smooth over salient details from the actual practice of 
theoretical inquiry.  A penchant for simple, overarching principles has been the downfall of 
many philosophers of science, and it is a tendency that we should resist.  A more discerning 
epistemology must acknowledge that numerous distinct normative components shape theories, 
and that these rarely lend themselves to neat hierarchies.   In presenting rules of criticism that 
bear on theoretical revision is thus to offer rules that contribute to the determination of a 
revision, but no one of which suffices to determine every case by itself.  Each of these rules of 
criticism should be seen as defeasible under the right conditions, and the entire account will have 
a holistic character.   Such judgments are by their very nature contextual matters and contentious 
ones at that, and my goal here is only to characterize in broad terms the sorts of reasons that 
contribute significantly to such a judgment.  A holistic and decentralized approach to these 
epistemic questions is certainly messier and less grand than many past efforts in the philosophy 
of science and epistemology, but it does not seem any less faithful to the actual practices and 
strategies of those who are building such theories.  The task for the epistemologist here is to 
explicate what rules of criticism seem to be operative in many cases and to explain the dynamics 
of the process that drive and constrain our efforts and what sorts of conditions might allow one to 
trump the other.   

In keeping with such an approach, what I would like to do here is to offer two rules of 
criticism I believe are particularly important and say how they come to be obligatory for us and 
how we might find ourselves entitled to make exceptions to them.  This is by no means intended 
as an exhaustive list of all such rules, even if we throw in parsimony as mentioned above.  It is 
one piece of a larger epistemological picture.  For now and for the sake of brevity, let me call 
these rules by the sort of condition they would ideally produce.  I will speak of explanatory 
strength and conservatism, for there is an account I would like to offer about their importance 
and relation to one another that I see emerging from Sellars’s work. 

The notion of explanatory strength has a long history in epistemology and the philosophy 
of science, though not necessarily one of great unanimity.  There is great disagreement about 
what constitutes explanatory strength and explanation in general, though there is broad 
agreement that theories do explain.  For my purposes here, the account of explanation that one 
endorses is not terribly important, so long as we accept that it sometimes happens and that 
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theories are part of doing it.  As a rough formulation, let us say that that the rule of criticism here 
might take the form: 

(3) It ought to be the case that our theory is sufficient to explain its 
phenomena. 

 
By “phenomena” here, I only mean those events, objects, etc. for which a theory bears 
explanatory responsibility.  So physics is responsible for all the physical stuff and what it does, 
biology for the organisms, etc.  There are of course regions of theory that overlap such 
categories, e.g. biochemistry, and presumably physics overlaps them all in some sense.  Anti-
reductionists will analyze these as cases of one theory borrowing resources from another but not 
being replaced by it, while the ardent reductionists among us will no doubt insist that I am too 
casually assuming the disunity of the sciences to begin with and that all will eventually reduce to 
physics.  But this poses no special problem for the rule as I have stated it.  If the ardent 
reductionists were right, it would just make physics responsible for everything in the long run.  
My only point is that in pursuing a particular theory – whether it is all-encompassing or one of 
many – we elaborate what a theory can actually explain, and what it should be able to explain 
which will itself adjust as the theory develops.  Theories invariably fall short of completion in 
this sense, in part because new developments suggest new possibilities and new problems to be 
solved, and in part because some developments undermine our sense that the theory is sufficient 
after all.   

It is straightforward enough to suggest that theories should explain as large a number of 
things as possible within their field given their theorems, though I doubt we can legitimately 
quantify the scope of our theories in very concrete terms. Also, the result of innovations in a 
theory is sometimes to eliminate things we thought we needed to explain but which cease to be 
plausible concerns after all, e.g. the aftermath of the Michelson-Morley experiment is simply the 
abandonment of the ether and the more specific problems of measuring its properties.  Moreover, 
a demand for greater explanatory strength cannot guide an account of revision on its own for the 
simple reason that well-motivated revisions often lead us to decrease what we take our theories 
to explain.  Not all progress is progress towards an appropriate goal.4  Finding dead-ends and 
trimming back what we claim in light of these is a crucial part of theory-building, as well.  
Again, consideration of the Michelson-Morley experiment may be instructive.  In this case, we 
find ourselves compelled to revise certain claims by giving up entitlement to them and what they 
imply, leaving the most broadly accepted theory greatly impoverished and clearing the way for a 
successor.  The danger in not heeding this point is a certain sort of insulation from challenges to 
a theory – implying that if a suggested revision would decrease the explanatory strength of a 
theory it should be rejected out of hand in favor of revisions that would preserve the status quo.  
Tertiary epicycles lie down this path.   

So like any rule of criticism, this establishes an ongoing obligation.  We do not 
necessarily meet this obligation by taking any particular action, as I might meet an obligation to 
keep a promise or utter a phrase at the right moment.  We should also clarify that this remains a 
rule of criticism despite the inclusion of a verb like “explain.”  Although this does pertain to 
resources for practical engagement, this is a rule about the status of a set of practices (what 
something must be), not about our obligations to give explanations (what we must do).  This rule 
may entail various rules of action with respect to giving explanations and making revisions, but it 
                                                
4  I cannot resist a story here.  This point came to me most clearly driving from Chicago to Baltimore with a friend 
when I was 18.  After missing a crucial turn, my friend refused to turn back, diverting us by hundreds of miles, 
saying, “All progress is progress towards a goal.”  Bewildered, I eventually managed to say, “Yeah, but what if it’s 
not our goal?” 
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is not a call to take an action in its own right.  Given its focus on practices as resources for 
theoretical explanation, it is more akin to a rule like “You should have the right tools for the 
job,” or “You should have the pantry well-stocked.”  Either one may send you off to the store in 
the long run, but they are not rules about shopping. 

The second condition, conservatism, is not intended to overlap with the conservatism of 
philosophical logic, much less that of contemporary political discourse.  Rather, the issue here is 
the degree to which later stages of a theory’s development resemble earlier ones.  Conservatism 
as I have called it here is simply the imperative to change our theories as little as possible at each 
stage of their development.  All things being equal, we should opt for revisions that preserve as 
much of our existing theory in place as possible, particularly explanatory strategies.  Again, 
some qualifications and elaborations should be made here.  First, the degree to which a theory is 
“preserved” here is not necessarily a simple quantitative matter.  Theories offer a wealth of 
resources, including models and problem solving strategies whose value and importance to us 
may outweigh other, more straightforward forms of affinity.  We might happily accept a broad 
expansion of an existing theory to incorporate new commitments that allow us to preserve or 
expand explanatory strategies that we already endorse.  For instance, analytical chemistry adds a 
great deal of material to our accepted body of theory, which apparently forces us to accept 
tremendous changes, in strictly numerical terms, of commitments.  We happily accept these 
extensions because they allow us to discount certain sorts of deviation in our evidence and thus 
reinforce the acceptability of parts of theories we already endorse.  More extensive sub-theories 
of gravimetric analysis or volumetric titrimetry add a lot of details, but pay off in spades in the 
long run.  So what I am suggesting here is not an enumeration of all of our theoretical 
commitments (assuming such a thing were possible) and a subsequent one-to-one mapping of its 
items onto counterparts in a potential replacement theory.  Stability and affinity between stages 
in the development of a theory are rarely, if ever, so straightforward.  Rather, the distinction is 
about what theories do and how they do it, and thus is what we are inclined and obliged to 
preserve. 

The second qualification we must make here is that conservatism is a much more readily 
defeasible rule of criticism than explanatory strength.  Revision is so ubiquitous in scientific 
practice that we cannot reasonably read conservatism as a demand that we never change our 
theoretical commitments.  But even if we read it as implying that theories do change and we 
must opt for the candidate that most resembles earlier versions, then there will still be a wide 
variety of cases and contexts in which we make exceptions to this rule.  Kuhnian revolutions, or 
at least the periods and events in the history of science that Kuhn called revolutions, serve as 
familiar examples of periods in which important commitments were dropped and new ones taken 
up, leading to very different arrays of models, experimental methods and problem-solving 
strategies.  Even if we reject Kuhn’s bolder claims about “living in different worlds” from one 
paradigm to the next, these are certainly historical cases in which preserving features of a theory 
is no longer of great importance simply because the theory no longer does what we expect it to in 
the face of new evidence or disappointing developments in the theory.5   

                                                
5  All I mean to suggest here by the last clause is that a theory may be abandoned or radically revised not because of 
startling new discoveries, but rather because it offers no plausible means of improvement, or inconsistencies have 
arisen within it, or it fits poorly with theories of related phenomena without hope of reconciliation, etc.  The most 
commonly cited example of this is Ptolemaic astronomy, which could continue to account for new astronomical 
evidence through rigorously prescribed methods if one was just willing to stomach more odd local idiosyncrasies 
and convince oneself they were not wildly ad hoc.  As Kuhn (1996a pp. 154ff.) pointed out in the case of 
Copernicus and Darwin, scientists are sometimes even willing to jump to a theory that seems to have more problems 
and loose ends in such cases. 
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It is particularly important to note at this juncture that most of these cases in which 
conservatism is defeated are precipitated by the pursuit of greater explanatory strength for a 
theory.  The function of a rule of conservatism is not to prevent change or avoid expansions of a 
theory, but to stabilize it, pending adequate grounds to point us towards a different set of 
commitments.  I would argue that this stricture does not arise from an aversion to change, but 
from a shared need among builders of theories to make the process of revision public.  What we 
are looking at here is not merely a change of habit, but also genuine conceptual change, and this 
obliges us to judge our own entitlements to our claims as well as the entitlements of our 
ancestors and what we anticipate granting to our progeny.  To assert as true is to grant a 
universal license to a theoretical claim, and so how we relate that claim to past and future 
speakers is of significance in making it.  This obligates us to establish conceptual and semantic 
content with the greatest degree of affinity between stages possible in order to avail ourselves of 
the various entitlements that already go along with our accepted theory.  Explanatory strength 
thus drives us to revise our claims to make more powerful theories, while conservatism generally 
drives us to choose the least disruptive means of doing so at a given point so that we may retain 
as many of the licenses we already have and employ.  Philosophers have mentioned both of these 
drives in the past, although not always in normative terms, but it is the interplay between them 
that is essential in forming a picture of the rationality of revision.  Fleshing out that interplay in a 
Sellarsian vein will require some attention to his account of meaning and conceptual change 
though, to which we now turn. 
3. Meaning and Changing Our Minds 

The semantic repercussions of revisabilism have been far more difficult and controversial 
than the epistemic ones, perhaps because three centuries of post-Cartesian skepticism wore down 
our collective expectations and ambitions with respect to knowledge.  Meaning change remains a 
concern because, in the view of some, it threatens to undermine the very intelligibility and 
rationality of discourse.  If my great-great-grandfather used “length” to refer to a particular 
property of physical objects that did not vary with inertial frame and I use the same expression to 
refer to a property that does vary in that way, then we apparently do not share the expressions in 
our utterances and inscriptions, despite the superficial similarities.  In the most pessimistic views, 
this puts my great-great-grandfather (or even my contemporaries) and I at an impasse, saying 
entirely different things to one another and thus immune from one another’s challenges and 
isolated from agreement or support.  Justification and objectivity become hopeless, theories 
break down and soon we are all locked into idiolects, or at least strongly localized and 
untranslatable languages.  Fodor and LePore (1992) have made arguments against holism and 
functional-role semantics based on the assumption that dense interrelation among pieces of a 
language would make such incommensurability inevitable, and Kuhn (1970) suggested a version 
of this (albeit one with much greater uniformity enforced by social institutions) that he 
apparently embraced and others have incorporated into a picture of the social sciences.6 
Although I do not share such pessimism about what changes of meaning would bring, critics are 
                                                
6  I stress that Kuhn has “apparently” endorsed this view because, like many great philosophers, we get different 
pictures emerging from his work at different stages of his career.  Before 1970, Kuhn happily spoke of scientists in 
different paradigms “living in different worlds” and having entirely incommensurable beliefs.  But Kuhn’s choice of 
the term “incommensurability” from mathematics and logic reflects a recognition that the terms in different 
paradigms could not be mapped onto or substituted for one another through a formal process, as prevailing 
conceptions of science and semantics at the time would have demanded.  Kuhn (1996b, pp.220ff) preserves all of the 
subtlety and disparity in describing historical stages of the development of our “disciplinary matrix,” but also speaks 
of hermeneutic processes whereby we may visit or recreate the disciplinary matrices of previous paradigms in search 
of enlightening affinities.  (I suppose past generations could do the same with future paradigms, though scientists of 
past paradigms tend to be both dead and short on time machines.)   
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quite right to assert that a complete immunity or isolation from one another would be 
catastrophic and we would have sufficient grounds to reject any theory of meaning that had this 
as a consequence.  The key to resolving this tension is to offer an account that embraces both 
holism and change of meaning by explaining how speakers with distinct but similar sets of 
commitments surrounding their language could speak to one another in a productive fashion. 

Sellars (1997 §30-1/pp. 64-8, 1974a) does offer such a picture, whose features I generally 
endorse.  As should be familiar to those who know Sellars’s view on semantics, he argues that 
meaning claims do not refer to extralinguistic entities, but rather express a specialized form of 
the copula that relates metalinguistic distributive terms with one another.  Thus: 

(4) ‘Und’ (in German) means ‘and’ 
 

should be understood to have the force of 
(5) ‘Und’s (in German) are •and•s 
 

where the quoted expression on the left picks out all appropriate past, present and future 
inscriptions of that German word and the dot quotes indicate any item in a language that 
functions as the embedded word (‘and’) does in ours.  “Roughly, to say what an expression 
means is to classify it functionally by means of an illustrating sortal.”  (1974a, p. 180)  If we 
accept such a functional account of expressions – often articulated in terms of “inferential roles” 
– how are we to account for changes in those functional roles?  Presumably a functional role 
would be specified in terms of related items and a direction of inferential fit for the relata, e.g. 
“Mingus is a cat” implies “Mingus is a mammal,” but not vice-versa.  Assuming there is some 
finite set for any such expression, changes of meaning would require some addition to or 
subtraction from the elements of that set.  We seem to be right back where we started, in fear that 
any change of meaning leads to radical incommensurability.  In looking at the analogous 
problem with the diachronic identity of physical objects and their properties, Plato was moved to 
add the forms and Aristotle added substances to serve as persistent substrates of change.  Some 
sort of extra-physical bearer of meaning here would be mysterious and decidedly un-Sellarsian 
here though, and so Sellars happily bites this bullet; we have as many different concepts as we 
have possible inferential characterizations, though obviously only some very small subset are 
deployed in the actual history of our world. What matters here is how we as speakers interpret 
one another’s usage and then navigate and negotiate towards a shared conception.  Sellars offers 
a brief but incisive suggestion on this point in Science and Metaphysics: 

“To say that the semantic rules governing ‘f’s in our language could 
change over a period of time, and yet that the ‘f’s could all be •f•s is what 
is meant by saying that f-ness has changed over this period.  Just as we 
have the concept of a developing language or conceptual scheme, from 
which the concept of a language as studied in current formal semantics is 
an abstraction, so we have the concept of a developing linguistic or 
conceptual role from which the usual concept of a ‘sense’ or ‘intension’is 
also an abstraction.  To be an •f• (stand for f-ness) does not require in this 
context that the expression to be classified plays the identical determinate 
role currently played by ‘f’, but that its function in the earlier stage of the 
language is sufficiently similar to the current function of ‘f’ to warrant 
classifying them together.  Roughly, ‘f’s at t1 stand to L at t1 as ‘f’s at t2 
stand to L at t2.”  (Sellars 1967, §47, p. 131) 
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The way forward from here is to see that in talking about shared meanings with other 
speakers, our concern is with the degree of affinity we can find with other speakers (generally 
past speakers in our present case) and the epistemic and practical authority that that affinity can 
grant to us.  I am not sure that there is an English word for quite what I am suggesting here, and I 
do not wish to add a new technical term here.  It is not univocality – speaking with one and only 
one meaning – that is at stake here, but rather something like a rational and practical empathy 
with other speakers.  We share something like the commitments and theories they undertake, and 
see ourselves in their shoes to a certain degree, and in many cases we judge this affinity 
sufficient to take them as one of us in order to share their reasons and warrants for the claims 
they make.  We cannot always do so; some speakers genuinely are “worlds apart” from us in 
some ways.  But it will be something that we can do very effectively much of the time on issues 
of great importance to us, especially where the historical, methodological and cultural gaps 
between speakers are less pronounced.  (It is a great deal easier to talk about physics with a pre-
Feynman or even pre-Einstein physicist than an Aristotelian physicist, for instance.)  Complete 
univocality cannot be our goal, for the concepts we embrace simply do change.  Instead, we must 
search for the affinities between different versions of those concepts that allows us to draw from 
past inquiries to guide us in how to carry on from here.  To do so, we need an account of how the 
rules of criticism I have described above serve to both propel us forward and keep us grounded. 

The dynamic I wish to suggest here is hopefully becoming clear to the reader.  I suggest 
that our theoretical commitments evolve in such a way as is most useful for the goals we have in 
adopting them – thereby maximizing what I have called explanatory strength – but that the 
ongoing mediation of discrepancies between speakers and motivations for making one revision 
rather than another in pursuit of explanatory strength must be constrained by some sort of buffer 
– a regimen of conservatism – in order to both facilitate and stabilize that process.  As speakers 
revise their commitments and lobby others to do so, each move is one that must be defended as a 
plausible recasting of the semantic and epistemic order of things.  A first, if defeasible, condition 
that good epistemic agents seek in making such judgments is affinity with prior well-defended 
sets of commitments, i.e. conservatism as I have described it.  At face value, this may appear to 
support a mild form of dogmatism; if we support new options precisely because they do not 
differ much from past choices, do we not engage in an undue restriction of our inquiries in those 
cases in which past choices were simply misguided?  Defeasibility is sufficient to counter such 
an objection – those are just the sorts of cases in which the conservatism condition should be 
defeated, so the condition is not de jure dogmatic. But we must also note points in favor of a 
reasonable degree of conservatism.   

Preserving as many of the commitments surrounding a concept as possible serves to 
preserve as much of the work done to entitle us to claims involving such a concept or other 
concepts closely related to it as possible, which in turn allows us to preserve the explanatory 
strategies in which they figure prominently to the greatest degree possible.  There are good 
practical reasons for doing so; no one wants to go back to square one all the time, there is great 
sunk cost in any research program and it would be wasteful to abandon it prematurely, etc.  But 
moreover, there are good epistemic reasons.  Significant success with incomplete versions of a 
theoretical project at a given point in its development is the strongest sort of prima facie reason 
to adhere to such commitments.  If a theoretical project has enjoyed substantial success at its 
assigned roles, then moves to dilute and undermine it without the promise of greater efficacy 
would be illicit under any reasonable standard.  This is not to say that they may not be the right 
moves to make at a later stage of the theory’s development (let us all raise a glass in 
Aristarchus’s honor), perhaps even the right moves in a robust scientific realist’s sense, but we 
cannot generally endorse them in the absence of further evidence.  If what I suggest is right, then 
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the epistemic burden in any case where we revise our commitments lies with those who would 
opt for more radical changes, and the only grounds for such moves would be problems so deep 
with the present approach that it should be abandoned in large part or altogether.  The pursuit of 
explanatory efficacy pushes revision and conservatism restrains it to preserve what works well.   

(A quick note of clarification is in order here.  Kuhnians will object that in some cases 
there are radical breaks in scientific inquiry, that these are just the sorts of cases in which the sort 
of gradualism and piecemeal revision described here breaks down, and that these are some of the 
most crucial moments for the development of a theoretical account.  The move away from 
absolute time in physics, the move away from geocentrism in astronomy, the move away from 
immutability of species in zoology and botany – all of these are radical breaks and all of them 
shape the research that follows in profound ways.  These are not exceptions or short-term fixes, 
these are defining moments.  To deny that there is something to this would be implausible, even 
if one does not accept the most radical readings of Kuhn’s early work.  I think the best answer to 
this is that conservatism as a rule of criticism is most clearly defeated in these sorts of cases.  
Where a research program runs up against a wall in its efforts to explain and solve problems and 
further refinements only serve to illustrate that these failures are intractable, to be staunchly 
conservative may be an indefensible move.  This is especially true in those cases where a novel 
and radical approach at least promises some kind of future success to many of those who know 
its problems well.  In such cases, revolutionary moves may be the only “reasonable” ones, even 
if there is no systematic, non-contextual account of what makes, say,  the choice of heliocentrism 
over geocentrism a rational one.  But we also need not think that theories are thrown away as a 
whole in scientific revolutions to accept that they can happen and mark turning points for 
theories.  Rational confrontations between different stages of a theory are not strictly logical 
affairs, but as Kuhn later acknowledged (see note 3), a variety of historical and hermeneutic 
methods may still be informative and compelling, and that may include just the sorts of 
approaches I have described here.) 

The key to averting the catastrophic outcomes of revision described at the beginning of 
this section is to establish that different stages of a theory’s development may bear some rational 
relation to one another despite their substantial differences.  We want to be able to say that 
something about the claims made about water, mass, etc. made a couple hundred years ago are 
affected by the claims that we make today.  They are not necessarily so; it might well be that 
what some of our ancestors meant by an etymological cognate of some term we use is so 
radically different that we really should just take them to be talking about something else and 
take that etymological lineage to be a curious accident.  But we would not want to endorse a 
position in a theory of meaning or epistemology that obliged us to say this about every term in 
our theories or our language as a whole, as some critics have feared.  Whatever else we might 
say about the revision, our approach here must permit such rational confrontation between stages 
of theoretical development.  What we must spell out to make this of greater epistemological 
interest is what the process of making judgments about the affinity between different versions of 
a concept involves to emphasize that such moves are (or at least can be) rational for agents at a 
stage in their evolution.   

As Harold Brown (1986) has noted, Sellars’s answer to this can be traced through his 
views on analogy and conceptual change (1974a and 1965).  Well-motivated episodes of 
conceptual change – including what we have been discussing as revisions here – can indeed be 
seen as cases of abandoning one concept for another, but to leave it there would be to miss the 
fact that not all such moves involve the same degree of abandonment of an established set of 
concepts and theoretical commitments.  Different concepts may bear an affinity to one another, 
measured by their contribution to the explanatory theories to which they belong, and the greater 
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the degree of similarity between two concepts, the more readily we should accept such a revision 
when the evidence appears to motivate it.  Perhaps the clearest cases of this are those in which 
the role of a concept in a theory does not change at all, aside from a refinement or correction of 
some accepted value.  If new techniques and equipment allow us to revise the value of a physical 
constant by a fraction of a percent (as happens occasionally in any given field), we have 
abandoned an old commitment to embrace a new one and thus changed the details of a theory, 
but such revisions are hardly revolutions, nor do they even draw much attention from others 
working in the field.  For example, initial experimental measurements of Planck’s Constant put 
the value at 6.63x10-34 joule-seconds.  More precise measurements subsequently moved the 
value down to 6.62559x10-34.  Revisions were made when research on superconductors led to the 
discovery of the Josephson Effect in the early 1960s, which resulted in a change of the accepted 
value from 6.62559x10-34 to 6.626196x10-34. That is an upward correction of roughly one one-
hundredth of a percent.  Nothing much changes about how those constants are used in such 
cases, or how they relate to other pieces of the conceptual puzzle, so the adjustments are minimal 
and presumably bring slightly greater harmony with observed results.   

Brown also notes that judgments about similarity between concepts on Sellars’s view are 
based upon a pair of complementary approaches.  First, we have what we might think of as a 
comparative approach that searches for explicit (or explicable) similarities that already exist in 
our formulation and usage of a concept.  For instance, in the example of revising a physical 
constant I mentioned above, the constant continues to stand for the same quantity, appears in the 
same laws related to the same things in the same ways, etc.  Ample similarity at this level may 
leave us with the impression that we are not even changing concepts or commitments, just 
making minor corrections to an existing conceptual stock.  Second, there is the use of analogy in 
the change of concepts and the introduction of new concepts.  To deploy a familiar example, 
various versions of molecular theory, including the kinetic theory of gases, introduced molecules 
by an analogy with billiard balls.  The analogy suggested that they would be governed by the 
same mechanical laws as billiard balls, which made various attempts to explain their behavior 
much more plausible.  The analogy came with a commentary as well, limiting the degree of 
similarity and cutting off various paths of inference that might result from taking the analogy too 
literally and too far.  We should not necessarily think of these two approaches as exclusive, nor 
think of either one of them as prior to the other.  In any given case, both of them might be 
deployed to some effect.  In cases where a revision is very minor, the use of analogy may seem 
artificial, since analogy serves as a tool to help us imagine possibilities that we cannot yet fully 
grasp, and minor revisions are cases where we do not face such difficulties.  But in cases of more 
radical revision, the comparative search for similarities may seem to give us something too thin 
to really inform our decision, leading us to deploy analogy more fully.  The weight given to each 
of these approaches and their success in guiding our judgments will vary widely from context to 
context, so what more we can say in general terms here is rather limited.  Let us move on to other 
problems surrounding such changes. 
4. One More Objection.  One serious concern here is that for all the trappings of revisability I 
have offered and all the epistemic machinations Sellars described, there is still just the sort of 
disparity between stages of a concept’s evolution that critics had feared.  We now have a view in 
which there are a great many different versions of a concept, each fixed in its inferential role, and 
joined to subsequent stages only by our judgments of similarity between the stages.  By analogy, 
imagine the individual frames of a motion picture, either in celluloid or digital form.  Each one is 
fixed and discrete, with no actual motion present between the stages; our sense of motion is 
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merely an illusory byproduct of many still frames being shown to us in a rapid fashion.7  
Following the analogy, any sense of continuity that we have between stages of theoretical 
development would be illusory, as each stage is fixed and discrete, with a different concept 
introduced at each subsequent stage.  If each stage of a concept’s evolution amounts to a fixed, 
discrete inferential role and changes amount to adoptions of similar but distinct inferential roles, 
then we are apparently committed to the sort of discontinuity we hoped to avoid. 

The first step to neutralizing this criticism is seeing our epistemic duties surrounding 
inferential roles more clearly.  Once a concept has been accepted by the relevant community of 
speakers, we may expect that there will be an inferential role associated with its articulation in 
the language.  (How and when that accord comes about are interesting questions, but beyond the 
scope of this discussion.)  Indeed, even proponents of the Kripke/Putnam view here will agree 
that at any given time there is some set of inferences licensed by, or descriptions associated with, 
our usage and inquiries into the matter.    The next step involves keeping sight of the fact that our 
adoption of such commitments is not an arbitrary or impulsive, even if it is voluntary to some 
degree.  We take up a version of a concept because we expect it to do something and to the 
extent we can affirm such things, it apparently succeeds in doing so.  (More hypothetical 
concepts may be less tightly bound to concrete evidential and explanatory expectations, but their 
role is presumably one of probing into novel possibilities and their utility in doing so is the basis 
for any sustained interest in them.)  Our adoption of such inferential commitments is predicated 
upon their significance and efficacy at their prescribed tasks, and consequently, those 
commitments are defeasible in light of new evidence or other suitable considerations.  Thus, our 
entitlement to make assertions generally is defeasible and does not grant us the sort of a priori 
grounds to assert something as unchallengeable fact that the “cluster concept” view of which 
Kripke and Putnam were so critical would have.  A particular articulation of the inferential role 
played by a term in our language might prescribe such things, but it will generally be an open 
question whether that is the inferential role we should adopt for such a term, given the tasks we 
ascribe to it as part of our language.  Failure at some portion of those tasks would be appropriate 
grounds for a revision.   

The final step in resolving this difficulty is seeing that the crucial question in establishing 
the requisite sort of affinity among speakers is not an empirical one of tracing which inferences 
they did in fact endorse and when they did in fact stick to their guns, but rather a normative one 
of determining which revisions we and they should make.  To endorse a revision for ourselves is 
not simply to make an impulsive move to a new set of commitments, it is to assert that the 
evidence and other factors warrant such a move, and given a suitable sense of affinity in the sorts 
of inquiry that we undertake, our ancestors undertook and future generations will presumably 
continue, such revisions would be rationally obligatory for any community of speakers given that 
sort of evidence.  What makes our claims and their claims relevant to both communities of 
speakers is neither a relation to an extra-linguistic ideal, nor some small core of unchallengeable 
commitments that we stick to, come what may.  It is the ways in which we share relevantly 
similar social practices that we articulate with such terms, including our efforts and obligations 
to create theories that accord with the results of our continuing inquiries.8  This implies that no 

                                                
7  Zeno’s Arrow Paradox makes a similar point bout our understanding of motion.  If, at each instant along its 
trajectory, the arrow is still, how can those many moments of stillness add up to motion.   
8  A slightly less tortured locution here might be “fit the facts,” but I am wary of appealing too bluntly to such things 
in offering an account of what theories and empirical inquiry do.  Many such formulations quickly devolve into 
naïve realism in my experience, and so I am simply attempting to make my language as neutral as possible here.  A 
more subtle account of how the physical world and the space of reasons form a certain synthesis, distinguishable but 
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community acting as it should ever has the sort of a priori authority about its natural kind terms 
that this objection decries; what those practices require and commit us to is informed by an 
ongoing process of observation, development and refinement.  Those communities can of course 
stick to their guns and insist that water is simple (i.e. without a molecular substructure) or that 
length is an absolute concept, or any other comparable sort of claim, regardless of what sort of 
evidence arises.  But in doing so, they grant themselves a certain sort of license to prescribe their 
own practices that is not in keeping with the ones we undertake.  To the extent that they do so, 
they cease to speak and practice as we do, and any sense that they mean what we do by similar 
sets of symbols, noises, etc. is superficial. 

So the response to the “frames of a film” objection offered above turns on a rejection of 
the analogy, or rather the attribution of a view on meaning that motivates it.  The various 
commitments associated with a term at different stages should never have the sort of a priori 
status that some philosophers have suggested and the defeasibility of those commitments entails 
that we never grasp them in such a static, isolated, immune fashion.  It would not be wrong to 
suggest that each of these stages could be made explicit as part of a synchronic picture of the 
language at that point – like a frame in a film – but to leave the story there would be a distortion.  
If any such acceptance of a set of commitments is subject to the sort of revision and obligations 
to revise that I have described, then not one of them stands in the sort of static epistemic or 
pragmatic position that we had feared.  To think that it might rests on the assumption that we 
could grant the semantic a unilateral and pervasive authority over pragmatic and epistemic 
matters.  This is an assumption that proponents of the New Theory of Reference have rightly cast 
aside, but it is one that the pragmatist tradition, and Sellars in particular, had moved away from 
long before.   

What I have suggested here is by no means intended to be a comprehensive account of 
epistemology or even the subject of revision within epistemology.  Rather, I have attempted to 
draw on Sellars’s idea of rules of criticism and his approach to meaning to show how they might 
jointly inform one another, giving us one very broad facet of the practices of empirical inquiry.  
If we accept conservatism and explanatory strength as rules that guide our self-evaluation of 
practice, we can see – albeit in very broad ways – how most revisions of our empirical theories 
take place.  We can then see how the meanings of our utterances and the need to preserve as 
much of our semantic and epistemic inheritance as possible drives us towards an acceptance of 
those rules of criticism in the first place.  This leaves us with an account grounded in the 
pragmatic, with deep connections between the semantic and the epistemic, that is characterized 
by its diachronic rational character rather than appeals to the abstract and ideal or the merely 
conditioned and accepted.   

 

                                                
interwoven with one another, will strike anyone familiar with Sellars as a fine goal, and in my view would make a 
fine manifesto for epistemology in the next hundred years, although it is a little bit too expansive to address here. 
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